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Abstract

Large language models (LLMs) have been increasingly used for financial document
analysis, including earnings call transcripts (ECTs). Beyond generating standalone
claims, users increasingly prefer grounded analyses that pair claims with verifiable
citations from source documents to enable independent validation. However,
evaluating such analytical claims typically requires extensive expert annotation,
which is costly and difficult to scale, and real-world financial analysis commonly
involves long context-question-answer triplets, further increasing task complexity.
To address these challenges and benchmark the current landscape of grounded
analysis by LLMs, we propose a numeric evidence evaluation method that enables
groundedness assessment without reliance on expert annotation. We also introduce
an automated dataset construction pipeline and construct ECTs-100 from the top
100 constituents of the S&P 500 to support benchmark of both groundedness and
correctness. In addition, we examine conscious incompetence, a practical failure
mode in financial analysis in which LLMs must detect when available evidence
is insufficient and refrain from producing unsupported hallucinations. Empirical
results show that LLMs perform well in groundedness but face notable limitations
in correctness, with informational insufficiency presenting an additional challenge.

1 Introduction

Earnings call transcripts (ECTs) are textual records of conference calls that capture discussions
between company executives and investors regarding financial performance, question-answer (QA)
sessions, and future outlooks of publicly traded firms [Pardawala et al., 2024]. Due to the jargon-heavy
and content-dense nature, ECTs present significant challenges for efficiently analyzing unstructured
content and identifying informative insights Huang et al. [2021], Chen and Takamura [2024].

The development of large language models (LLMs) has made automated financial analysis of ECTs
feasible. Beyond generating standalone claims, modern LLMs can produce grounded answers that
pair claims with verifiable citations from source documents, enabling independent validation and
increasing user trust. However, evaluating claim-citation pairs remains challenging. Although finan-
cial professionals such as investment analysts can systematically interpret earnings call transcripts
and produce well structured analytical claims, such expert annotations are costly and difficult to
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scale [Pardawala et al., 2024]. LLMs-based alternatives are inexpensive and scalable but suffer
from model-dependent preference [Liu et al., 2023a]. Moreover, real-world analysis of ECTs often
involves long context-question-answer triplets, further increasing task complexity [Hu et al., 2025a].

To address these challenges and systematically benchmark grounded answers in the form of claim ci-
tation pairs, we propose a numeric evidence evaluation method that measures alignment of financially
salient numbers across claims, citations, and source documents. Given the central role of quantitative
information in financial analysis [Hu et al., 2025b], this approach serves as a proxy for groundedness
without requiring costly expert annotations. Using this method, we benchmark common grounded
generation baselines on expert-designed long questions over ECTs from the top 100 constituents
of the S&P 500 index. We further introduce a fully automated dataset construction pipeline and
construct ECTs-100, which provides context question answer triplets and facilitates evaluation of
both correctness and groundedness. Finally, we examine conscious incompetence, a failure mode
in financial analysis in which LLMs must detect when available evidence is insufficient and refrain
from hallucinations [Li et al., 2024]. Empirical results on grounded financial analysis indicate that
modern LLMs achieve strong groundedness, suggesting that they rarely hallucinate citations absent
from source documents. However, further evaluation on ECTs-100 reveals persistent limitations in
correctness: although the generated claim citation pairs are grounded in the provided context, they
often fail to answer the question accurately, with informational insufficiency presenting an additional
challenge. We hope that our findings, along with the proposed numeric evidence evaluation and
automated dataset construction pipeline, will accelerate trustworthy financial analysis.

2 Methods

2.1 Preliminaries

Before presenting the numeric evidence evaluation, automated dataset construction pipeline, and
evaluation metrics, we define two central notions used throughout this study: groundedness and
correctness. Groundedness measures whether a generated claim or citation is explicitly supported
by evidence in the provided context, regardless of whether it fully answers the target question.
Correctness is stricter: it measures whether the generated answer identifies the information required
by the question and whether the cited evidence supports that required information. Thus, a correct
answer should be grounded, whereas a grounded answer need not be correct. Let Q denote a question
and let C denote the source context. In this study, C corresponds to the earnings call transcript
documents. A model-generated answer is denoted by Ã = (Ãclm, Ãcit), where Ãclm denotes the
generated claims and Ãcit denotes the citations provided by the model. We use Ãclmi to denote the
i-th generated claim, where i = 1, . . . , Ĩ and Ĩ is the number of generated claims. For each generated
claim Ãclmi, we use Ãciti, k to denote its k-th associated citation segment, where k = 1, . . . , K̃i

and K̃i is the number of citation segments attached to generated claim i. This work focuses on
numeric evidence, specifically salient financial figures. We use F ctxu to denote the u-th salient
numeric figure extracted from the context C, where u = 1, . . . , U . The full set of context figures
is denoted by Fctx(C). For generated claim Ãclmi, let F̃clmi denote the set of extracted numeric
figures F̃ clmi, j, where j = 1, . . . , J̃ i and J̃ i is the number of extracted claim figures. For generated
citation segment Ãciti, k, let F̃citi, k denote the set of extracted numeric figures F̃ citi, k, l, where
l = 1, . . . , L̃i, k and L̃i,k is the number of extracted citation figures. For correctness evaluation,
which relies on reference answers, we use non-tilded notation. The ground-truth answer is denoted
by A = (Aclm, Acit). We use Aclmi to denote the i-th ground-truth claim, where i = 1, . . . , I and I
is the number of ground-truth claims. For each ground-truth claim Aclmi, we use Aciti, k to denote
its k-th ground-truth citation segment, where k = 1, . . . ,Ki. Let Fclmi denote the set of numeric
figures F clmi, j extracted from ground-truth claim Aclmi, where j = 1, . . . , Ji. Let Fciti, k denote
the set of numeric figures F citi, k, l extracted from ground-truth citation segment Aciti, k, where
l = 1, . . . , Li, k. Throughout the paper, context and source documents refer to the same object C.

2.2 Numeric evidence evaluation

Conventional benchmarks for grounded generation typically rely on expert human annotation, which
is costly and difficult to scale in long-context question-answering settings. LLMs-based alternatives
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Baseline Vanilla-index Vanilla-text PostCite-index PostCite-text LLMR-index LLMR-text
Claim-context 0.975 0.970 0.975 0.982 0.977 0.982

Citation-context 0.995 0.989 0.995 0.994 0.993 0.993
Claim-citation 0.928 0.917 0.907 0.952 0.927 0.959

Table 1: Comparison across claim-context, citation-context, and claim-citation groundedness

are cheaper and more scalable, but they may exhibit preferences toward LLMs-generated text [Liu
et al., 2023a, Yuan, 2025]. To address these limitations, we propose numeric evidence evaluation
(NEE), an automatic evaluation procedure that compares salient numeric information across generated
claims, generated citations, ground-truth answers, and source contexts.

Following the notation in the preliminaries, NEE operates on numeric evidence extracted from four
sources: context figures Fctx(C), generated-claim figures F̃clmi, generated-citation figures F̃citi, k,
and, when correctness evaluation is required, ground-truth figures Fclmi and Fciti, k. These evidence
sets are obtained using structured output [Yuan et al., 2026]. Each extracted numeric item, whether
it is F ctxu, F̃ clmi, j, F̃ citi, k, l, F clmi, j, or F cit

i,k,l, follows the same tuple format F = (s, v, t,m).
Here, s is the text span expressing the numeric fact, v is either a scalar value or a two-endpoint
interval, t ∈ scalar, range indicates whether the item is a scalar or range expression, and m is an
optional explicit unit. The extraction prompt instructs the model to identify only explicit measurable
quantities and to exclude numbers that do not express substantive measurements. We distinguish
measurement-bearing numbers from incidental numeric tokens because many numbers in financial
documents are not factual quantities relevant to answer grounding. Dates, fiscal periods, section
labels, product names, model identifiers, and version numbers are excluded because their numeric
components typically serve as identifiers or temporal labels rather than measurable claims. Including
such tokens would inflate numeric overlap without improving factual support. Range expressions are
preserved as single atomic numeric claims rather than split into separate scalar claims. A phrase such
as “between 46% and 47%” expresses one interval-valued assertion, not two independent assertions
about 46% and 47%. Treating ranges as single units also prevents partial credit when evidence
contains only one endpoint of an interval. Thus, a range-valued numeric item is considered matched
only when the comparison text contains the corresponding range-valued item. After extraction, each
numeric item is normalized into a comparison key κ(F ) = (t, ν(v), µ(m)), where ν(·) normalizes
scalar values or interval endpoints and µ(·) normalizes units. Two numeric items F and F ′ are treated
as an exact numeric match, denoted by F ≡ F ′, if κ(F ) = κ(F ′). For any two numeric evidence
sets X and Y , we define X ⪯ Y as the subset of items in X that are matched by at least one item in
Y under ≡. If there is no numeric content to verify, we define the score to be 1.

2.3 Automated dataset construction

While NEE enables groundedness evaluation of citation-grounded generation, it does not by itself
assess whether generated answers identify the correct information required by the question. To
support correctness benchmarking in the long-triplet setting for financial analysis, we develop an
automated dataset construction pipeline that derives ground-truth claims and citations from salient
financial figures. Given a context C, we first extract the set of salient context figures Fctx(C). We
use F ctxu to denote the u-th extracted context figure, where u = 1, . . . , U . For each context figure
F ctxu, we prompt GPT-4.1 to generate a sub-question Qu whose answer is the figure itself. The
ground-truth claim for Qu is denoted by Aclmu and contains the target numeric figure F ctxu. Its
corresponding numeric evidence set is therefore Fclmu, which contains F ctxu as the target figure.
The sentence in C containing F ctxu is used as the ground-truth citation segment Acitu, 1 [Song
et al., 2024]. The numeric evidence set of this citation is denoted by Fcitu, 1 and includes the salient
figure F ctxu, along with any other salient figures appearing in the same citation sentence. This
process yields figure-level ground-truth triplets (Qu, A

clmu,Acitu, 1), where u = 1, . . . , U . In the
notation of the preliminaries, each figure-level triplet corresponds to one ground-truth claim index
i = u and one associated citation segment, so I = U and Ki = 1 for all ground-truth claims in the
constructed dataset. We keep each figure-level question-answer pair as an independent evaluation
instance. Specifically, each context figure F ctx

u induces one instance (Qu, A
clm
u , Acit

u,1), where Qu

is the generated question, Aclm
u is the corresponding ground-truth answer, and Acit

u,1 is the sentence-
level ground-truth citation. This design preserves the long-context setting because each question
is still answered with respect to the full source context C. This construction follows the intuition
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that each salient figure induces a verifiable atomic question-answer pair, while the concatenated
question-answer format evaluates whether models can handle financial long triplets [Tan et al., 2024].

2.4 Evaluation metrics

2.4.1 Groundedness

We evaluate groundedness at three complementary levels: (1) claim–citation groundedness, measuring
whether generated claims are supported by their associated citations; (2) claim–context groundedness,
measuring whether claims are supported by the source context independently of the generated
citations; and (3) citation–context groundedness, measuring whether the generated citations are
faithful to the source context. Following prior work [Wu et al., 2025, Liu et al., 2026], we quantify
each relationship using the proportion of numeric figures that achieve normalized exact matches. This
hierarchical evaluation captures both citation coverage and numerical hallucination, providing a more
fine-grained assessment than prior approaches that consider only one or two of these relationships
[Liu et al., 2023b, Li et al., 2024]. Detailed metric definitions are provided in Appendix D.

2.4.2 Correctness

Groundedness alone does not assess whether the model provides the information required by the
question. We therefore evaluate claim correctness by comparing numeric figures in generated answers
with those in the ground-truth answers, using precision, recall, and F1 based on normalized exact
matching. We evaluate citation correctness by comparing the identifiers of generated citations
with those of the ground-truth evidence, without requiring textual exact matching. Metrics are first
averaged over QA instances within each document, and we report the mean and standard error across
documents. Full definitions and aggregation procedures are provided in Appendix D. Together, these
metrics distinguish whether an output is grounded in its evidence from whether it is correct and
relevant to the question, enabling a comprehensive evaluation of both claims and their citations.

3 Experiments

This section begins by outlining the baseline methods used to generate citation-grounded analy-
ses. Although other approaches exist, the methods selected here are representative, conceptually
straightforward, and our benchmark are easily extended to other baselines. We subsequently conduct
a benchmark study of groundedness evaluation methods and select a balanced method for use in
subsequent correctness evaluation. After that, we assess the selected method in a real-world setting
of conscious incompetence, which challenges LLMs to recognize informational insufficiency.

3.1 Baseline methods

Following [Sun et al., 2024], we evaluate three baseline paradigms: Vanilla [Nakano et al., 2021,
Gao et al., 2023a], PostCite [Gao et al., 2023b], and LLMs-based retrieval (LLMR) [Luo et al.,
2024] under two citation formats of index and text, yielding six baselines in total. Vanilla requires
LLMs to jointly generate claims and citations. PostCite decouples generation by first producing
claims and then identifying the most relevant supporting sentences as citations. LLMR reverses this
order, requiring the model to first select relevant sentences as citations and subsequently generate
claims based solely on the selected citations. For citation formats, index assigns a unique identifier
to each sentence in the source ECTs. Models output claims in text form and citations as sentence
identifiers, which are then mapped back to the original transcripts. In contrast, text omits identifier
preprocessing and requires models to generate both claims and citations directly as text. All baselines
are implemented using GPT-4.1 under a zero-shot setting to minimize confounding effects and ensure
methodological consistency. Unless otherwise specified, we adopt the default model parameters.

In summary, all six baseline methods generate a variable number of claims in response to each
question, with each claim accompanied by one or more original sentences from the ECTs as citations.
This structure emulates the format commonly used by financial analysts [Yuan et al., 2026].
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3.2 Groundedness benchmark

Building on the baseline methods described above, we benchmark citation-grounded analysis by
LLMs from the standpoint of groundedness. We first detail the setup and then report empirical results.

3.2.1 Benchmark setup

We collect fourth-quarter 2024 ECTs disclosed by the publicly traded top 100 constituents of the S&P
500 index. Because Berkshire Hathaway does not hold regular earnings calls, we substitute it with The
Cigna Group, the 101st constituent in the index. A complete list of the companies and corresponding
ECTs is available online.3 ECTs typically consist of two main sections: prepared remarks and Q&A
session. In the prepared remarks, key company executives, such as the CEO or CFO, provide a
detailed overview of the company’s financial performance, highlight major business developments,
and offer insights into future prospects. The Q&A session involves unscripted interactions between
the management team and financial analysts or investors, covering a wide range of topics including
strategic initiatives, the competitive landscape, and forward-looking guidance. Given that both
sections are critical for comprehensive financial analysis, we include the full transcript as context.

For the groundedness benchmark, we construct five long questions in Appendix E, covering five
thematic dimensions: (1) discussion focus and outlook, (2) risk assessment, (3) strategic growth and
long-term plan, (4) macroeconomic impact, and (5) financial and capital allocation management.

3.2.2 Benchmark results

Figure 1: Claims word distribution.

We implement the six baselines and Figure 1 shows the
density distributions of generated claim lengths across the
six methods. The distributions are concentrated around
100-300 words, indicating a long-claim regime. Together
with the long context of earnings call transcripts and
expert-designed long-form questions, this pattern char-
acterizes our long context-question-answer triplets.

Table 1 reports the groundedness metrics of claim–citation,
claim–context, citation–context detailed in Section D.1 for
the six baseline methods detailed in Section 3.1. Overall, all methods achieve high claim–context and
citation–context groundedness, showing that most generated numeric claims and citations are sup-
ported by the source transcript. The main difference appears in claim–citation groundedness, which
evaluates whether the cited evidence directly supports the generated claim. Although LLMR-text
obtains the highest claim–citation groundedness, LLMR-index achieves comparable groundedness,
with a claim–context score of 0.977, citation–context score of 0.993, and claim–citation score of
0.927. More importantly, its citation index is useful for downstream citation correctness evaluation,
where we need to match generated citation evidence to the corresponding ground-truth citation. Li
et al. [2024] also report strong alignment between citations and claims in modern LLMs. However,
their evaluation relies on natural language inference to determine whether a generated claim is
entailed by a generated citation, which can be affected by the high semantic similarity inherent in
LLMs-generated text [Wu et al., 2025]. In contrast, our NEE leverages objective numeric evidence.

3.3 Correctness benchmark

Beyond groundedness, which evaluates whether generated claims or citations are explicitly supported
by the source documents, we build ECTs-100 to enable an evaluation on correctness for citation-
grounded generations. Each sample in ECTs-100 consists of a context-question-answer triplet, where
the answer contains ground-truth claims and citations. This design allows us to evaluate not only the
groundedness of model outputs by comparing claims or citations against the source documents but
also the correctness of the generated claims and citations by comparing them against the ground-truth.
We first describe the construction of ECTs-100 using the proposed automated pipeline and then
present the correctness evaluation results.

3GitHub link.
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3.3.1 ECTs-100

Consistent with the groundedness benchmark, we construct ECTs-100 using the same ECTs as source
documents. In contrast, we employ LLMs to generate questions that target specific financial figures to
ensure that the resulting claims and citations remain objective and free from subjective interpretation
[Tan et al., 2024]. Given the large volume of financial figures in ECTs, we restrict our analysis
to salient figures that appear in at least one citation in the former groundedness benchmark. The
concrete question-answer-citation is provided here.4

3.3.2 Benchmark results

Figure 2: Correctness distribution.

Across ECTs-100, citation precision is substantially higher
than the other metrics, reaching 0.9721 (0.0032), where
values are reported as mean (SE). This indicates that, when
the model provides a citation, the cited evidence usually
matches the correct reference. However, citation recall is
much lower at 0.7139 (0.0087), leading to a citation F1
score of 0.8204 (0.0063). This gap suggests that the main
limitation is citation coverage rather than citation accuracy.
For claim-level metrics, recall slightly exceeds precision.
Normalized claim recall reaches 0.6658 (0.0079), while
normalized claim precision is 0.6296 (0.0083), yielding a normalized claim F1 score of 0.6468
(0.0080). This indicates that the model recovers a reasonable portion of the claim, but also introduces
some unmatched content.

The distributional results in Figure 2 are consistent with these aggregate metrics. Citation precision is
tightly concentrated near the upper bound, while citation recall and citation F1 are more dispersed
and centered at lower values. Claim-level precision, recall, and F1 are concentrated in the mid-score
range, roughly between 0.55 and 0.75, with larger variance than citation precision. Overall, the results
show that citations are reliable when they are produced, but claim correctness should be improved.

3.4 Conscious incompetence

Figure 3: Hallucination rate distribution
under conscious incompetence.

The former experiment examines a self-contained setting
in which questions can be answered solely using the pro-
vided context. In contrast, real-world financial analysis
requires LLMs to recognize when the available context
is insufficient and to abstain from answering rather than
producing unsupported hallucinations. Building on ECTs-
100, we simulate this conscious incompetence scenario to
stress-test LLMs’ citation-grounded analytical capability.

Specifically, for each document in ECTs-100, we remove
the ground-truth citations containing the target figures
from the context for each question, while keeping the question and all remaining context unchanged.
Since the supporting evidence is no longer available, LLMs should abstain from answering and state
that the question cannot be answered based on the provided document, instead of hallucinating figures
from irrelevant context or fabricating figures absent from the document. We report hallucination
behavior under the conscious incompetence setting. For a given question, we consider the output
hallucinated if the model generates answer claims containing salient numbers or provides citations to
support those claims, despite the question being informationally insufficient. Across all documents,
the average hallucination rate is 0.4834 (0.0149). Figure 3 shows the distribution of document-
level hallucination rates. The hallucination rate indicates that informational insufficiency presents
an additional challenge for LLMs in ECT analysis: rather than abstaining, models can produce
numerically specific claims or citations even when the required context is unavailable.

4GitHub link.
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4 Conclusion

In this study, we benchmark LLMs’ citation-grounded analysis on earnings call transcript analysis.
We introduce a numeric evidence evaluation method without the requirement of expert annotation
in groundedness assessment. We further develop an automated dataset construction pipeline and
develop ECTs-100 to enable further evaluation of correctness. Empirical results demonstrate that
LLMs are generally reliable in maintaining groundedness, but they face challenges in preserving
correctness over long context-question-answer triplets and in handling informational insufficiency.

5 Disclaimer

This paper is provided solely for informational purposes as an academic contribution by the authors
to the research community and does not represent, reflect, or constitute the views, policies, positions,
or practices of American Express or its affiliates. Nothing in this paper should be cited or relied
upon as evidence of, or support for, the business views, policies, positions, or practices of American
Express or its affiliates.

References
Huzaifa Pardawala, Siddhant Sukhani, Agam Shah, et al. Subjective-qa: Measuring subjectivity

in earnings call transcripts'qa through six-dimensional feature analysis. In Advances in Neural
Information Processing Systems, volume 37, pages 59342–59372, 2024.

Yangchen Huang, Prashant K. Dhingra, and Seyed Danial Mohseni Taheri. Template-aware attention
model for earnings call report generation. In Proceedings of the Third Workshop on New Frontiers
in Summarization, pages 15–24, 2021.

Chung-Chi Chen and Hiroya Takamura. Term-driven forward-looking claim synthesis in earnings
calls. In Proceedings of the Joint International Conference on Computational Linguistics, Language
Resources and Evaluation, pages 15752–15760, 2024.

Yang Liu, Dan Iter, Yichong Xu, et al. G-eval: NLG evaluation using gpt-4 with better human
alignment. In Houda Bouamor, Juan Pino, and Kalika Bali, editors, Proceedings of the Conference
on Empirical Methods in Natural Language Processing, pages 2511–2522, 2023a.

Bo Hu, Han Yuan, Vlad Pandelea, Wuqiong Luo, Yingzhu Zhao, and Zheng Ma. Extract, match, and
score: An evaluation paradigm for long question-context-answer triplets in financial analysis. In
ICLR 2025 Workshop on Advances in Financial AI: Opportunities, Innovations and Responsible
AI, 2025a.

Tiansheng Hu, Tongyan Hu, Liuyang Bai, et al. FinTrust: A comprehensive benchmark of trust-
worthiness evaluation in finance domain. In Christos Christodoulopoulos, Tanmoy Chakraborty,
Carolyn Rose, and Violet Peng, editors, Proceedings of the Conference on Empirical Methods in
Natural Language Processing, pages 10110–10139, 2025b.

Xinze Li, Yixin Cao, Liangming Pan, et al. Towards verifiable generation: A benchmark for
knowledge-aware language model attribution. In Lun-Wei Ku, Andre Martins, and Vivek Srikumar,
editors, Findings of the Association for Computational Linguistics: ACL 2024, pages 493–516,
2024.

Han Yuan. Toward the comprehensive evaluation of medical text generation by large language
models: Programmatic metrics, human assessment, and large language models judgment. Medicine
Advances, 3(1):46–49, 2025.

Han Yuan, Yue Zhao, Li Zhang, Wuqiong Luo, and Zheng Ma. Quantifying the impact of structured
output format on large language models through causal inference. In Findings of the Association
for Computational Linguistics: EACL 2026, 2026.

Yixiao Song, Yekyung Kim, and Mohit Iyyer. VeriScore: Evaluating the factuality of verifiable
claims in long-form text generation. In Findings of the Association for Computational Linguistics:
EMNLP 2024, pages 9447–9474, 2024.

7



Haochen Tan, Zhijiang Guo, Zhan Shi, et al. ProxyQA: An alternative framework for evaluating
long-form text generation with large language models. In Lun-Wei Ku, Andre Martins, and
Vivek Srikumar, editors, Proceedings of the Annual Meeting of the Association for Computational
Linguistics, pages 6806–6827, 2024.

Yilin Wu, Han Yuan, Li Zhang, and Zheng Ma. Natural language inference as a judge: Detecting fac-
tuality and causality issues in language model self-reasoning for financial analysis. In Proceedings
of The 10th Workshop on Financial Technology and Natural Language Processing, pages 210–220,
2025.

Mingxuan Liu, Han Yuan, Yilin Wu, Li Zhang, and Zheng Ma. Semi-supervised learning to improve
detection of factual and causal errors in language models’ explanations. In Grounding Language
Models: Learning Faithfully and Efficiently @ EMNLP 2026, 2026.

Nelson Liu, Tianyi Zhang, and Percy Liang. Evaluating verifiability in generative search engines. In
Houda Bouamor, Juan Pino, and Kalika Bali, editors, Findings of the Association for Computational
Linguistics: EMNLP 2023, pages 7001–7025, 2023b.

Hao Sun, Hengyi Cai, Bo Wang, et al. Towards verifiable text generation with evolving memory and
self-reflection. In Yaser Al-Onaizan, Mohit Bansal, and Yun-Nung Chen, editors, Proceedings of
the Conference on Empirical Methods in Natural Language Processing, pages 8211–8227, 2024.

Reiichiro Nakano, Jacob Hilton, Suchir Balaji, et al. Webgpt: Browser-assisted question-answering
with human feedback. arXiv preprint arXiv:2112.09332, 2021.

Tianyu Gao, Howard Yen, Jiatong Yu, et al. Enabling large language models to generate text with
citations. In Proceedings of the Conference on Empirical Methods in Natural Language Processing,
pages 6465–6488, 2023a.

Luyu Gao, Zhuyun Dai, Panupong Pasupat, et al. RARR: Researching and revising what language
models say, using language models. In Anna Rogers, Jordan Boyd-Graber, and Naoaki Okazaki,
editors, Proceedings of the Annual Meeting of the Association for Computational Linguistics, pages
16477–16508, 2023b.

Kun Luo, Minghao Qin, Zheng Liu, et al. Large language models as foundations for next-gen dense
retrieval: A comprehensive empirical assessment. In Proceedings of the Conference on Empirical
Methods in Natural Language Processing, pages 1354–1365, 2024.

Ross Koval, Nicholas Andrews, and Xifeng Yan. Learning to compare financial reports for financial
forecasting. In Findings of the Association for Computational Linguistics: EACL 2024, pages
500–512, 2024a.

Navid Rekabsaz, Mihai Lupu, Artem Baklanov, et al. Volatility prediction using financial disclosures
sentiments with word embedding-based IR models. In Proceedings of the Annual Meeting of the
Association for Computational Linguistics, pages 1712–1721, 2017.

Jaeyoung Choe, Keonwoong Noh, Nayeon Kim, et al. Exploring the impact of corpus diversity on
financial pretrained language models. In Findings of the Association for Computational Linguistics:
EMNLP 2023, pages 2101–2112, 2023.

Peter Anderson, Mano Vikash Janardhanan, Jason He, et al. Greenback bears and fiscal hawks:
Finance is a jungle and text embeddings must adapt. In Franck Dernoncourt, Daniel Preoţiuc-Pietro,
and Anastasia Shimorina, editors, Proceedings of the Conference on Empirical Methods in Natural
Language Processing: Industry Track, pages 362–370, 2024.

Iz Beltagy, Matthew E Peters, and Arman Cohan. Longformer: The long-document transformer.
arXiv, 2020.

Rajdeep Mukherjee, Abhinav Bohra, Akash Banerjee, et al. ECTSum: A new benchmark dataset for
bullet point summarization of long earnings call transcripts. In Proceedings of the Conference on
Empirical Methods in Natural Language Processing, pages 10893–10906, 2022.

8



Tomas Goldsack, Yang Wang, Chenghua Lin, and Chung-Chi Chen. From facts to insights: A study
on the generation and evaluation of analytical reports for deciphering earnings calls. In Proceedings
of the International Conference on Computational Linguistics, pages 10576–10593, 2025.

Chenxin An, Shansan Gong, Ming Zhong, et al. L-eval: Instituting standardized evaluation for
long context language models. In Proceedings of the Annual Meeting of the Association for
Computational Linguistics, pages 14388–14411, 2024.

Sebastian G.M. Händschke, Sven Buechel, Jan Goldenstein, et al. A corpus of corporate annual and
social responsibility reports: 280 million tokens of balanced organizational writing. In Proceedings
of the First Workshop on Economics and Natural Language Processing, pages 20–31, 2018.

Katherine Keith and Amanda Stent. Modeling financial analysts’ decision making via the pragmatics
and semantics of earnings calls. In Anna Korhonen, David Traum, and Lluís Màrquez, editors,
Proceedings of the Annual Meeting of the Association for Computational Linguistics, pages
493–503, 2019.

Yunxin Sang and Yang Bao. DialogueGAT: A graph attention network for financial risk prediction
by modeling the dialogues in earnings conference calls. In Findings of the Association for
Computational Linguistics: EMNLP 2022, pages 1623–1633, 2022.

Hao Niu, Yun Xiong, Xiaosu Wang, et al. KeFVP: Knowledge-enhanced financial volatility prediction.
In Findings of the Association for Computational Linguistics: EMNLP 2023, pages 11499–11513,
2023.

Ross Koval, Nicholas Andrews, and Xifeng Yan. Forecasting earnings surprises from conference
call transcripts. In Findings of the Association for Computational Linguistics: ACL 2023, pages
8197–8209, 2023.

Linyi Yang, Yingpeng Ma, and Yue Zhang. Measuring consistency in text-based financial forecasting
models. In Anna Rogers, Jordan Boyd-Graber, and Naoaki Okazaki, editors, Proceedings of the
61st Annual Meeting of the Association for Computational Linguistics, pages 13751–13765, 2023.

Yuxiang Zhou and Yulan He. Causal inference from text: Unveiling interactions between variables.
In Findings of the Association for Computational Linguistics: EMNLP 2023, pages 10559–10571,
2023.

Agam Shah, Arnav Hiray, Pratvi Shah, et al. Numerical claim detection in finance: A new finan-
cial dataset, weak-supervision model, and market analysis. In Proceedings of the Seventh Fact
Extraction and VERification Workshop, pages 170–185, 2024.

Yiming Lu, Yebowen Hu, Hassan Foroosh, et al. STRUX: An LLM for decision-making with
structured explanations. In Proceedings of the Conference of the Nations of the Americas Chapter
of the Association for Computational Linguistics: Human Language Technologies, pages 131–141,
2025.

Bing Zhang, Mikio Takeuchi, Ryo Kawahara, et al. Evaluating large language models with enterprise
benchmarks. In Proceedings of the Conference of the Nations of the Americas Chapter of the
Association for Computational Linguistics: Human Language Technologies, pages 485–505, 2025.

Ross Koval, Nicholas Andrews, and Xifeng Yan. Financial forecasting from textual and tabular
time series. In Findings of the Association for Computational Linguistics: EMNLP 2024, pages
8289–8300, 2024b.

Jochen Leidner and Frank Schilder. Hunting for the black swan: Risk mining from text. In Sandra
Kübler, editor, Proceedings of the Annual Meeting of the Association for Computational Linguistics,
pages 54–59, 2010.

Hilal Pataci, Kexuan Sun, and T. Ravichandran. DigiCall: A benchmark for measuring the maturity
of digital strategy through company earning calls. In Proceedings of the Fourth Workshop on
Financial Technology and Natural Language Processing, pages 58–67, 2022.

9



Takehiro Takayanagi, Hiroya Takamura, Kiyoshi Izumi, and Chung-Chi Chen. Can GPT-4 sway
experts’ investment decisions? In Luis Chiruzzo, Alan Ritter, and Lu Wang, editors, Findings of
the Association for Computational Linguistics: NAACL 2025, pages 374–383, 2025.

Yasser Otiefy and Alaa Alhamzeh. Exploring large language models in financial argument relation
identification. In Proceedings of the Workshop of the Financial Technology and Natural Language
Processing, pages 119–129, 2024.

Puneet Mathur, Zhe Liu, Ke Li, et al. PersonaLM: Language model personalization via domain-
distributed span aggregated k-nearest n-gram retrieval augmentation. In Findings of the Association
for Computational Linguistics: EMNLP 2023, pages 11314–11328, 2023.

Kilian Theil and Heiner Stuckenschmidt. Predicting modality in financial dialogue. In Proceedings of
the 1st Joint Workshop on Financial Narrative Processing and MultiLing Financial Summarisation,
pages 226–234, 2020.

Yingjian Chen, Haoran Liu, Yinhong Liu, et al. GraphCheck: Breaking long-term text barriers with
extracted knowledge graph-powered fact-checking. In Wanxiang Che, Joyce Nabende, Ekaterina
Shutova, and Mohammad Taher Pilehvar, editors, Proceedings of the 63rd Annual Meeting of the
Association for Computational Linguistics, pages 14976–14995, 2025.

Han Yuan, Li Zhang, and Zheng Ma. Exploring the reliability of self-explanation and its relationship
with classification in language model-driven financial analysis. In ICLR 2025 Workshop on
Advances in Financial AI: Opportunities, Innovations and Responsible AI, 2025.

Or Honovich, Roee Aharoni, Jonathan Herzig, et al. TRUE: Re-evaluating factual consistency
evaluation. In Marine Carpuat, Marie-Catherine de Marneffe, and Ivan Vladimir Meza Ruiz,
editors, Proceedings of the Conference of the North American Chapter of the Association for
Computational Linguistics: Human Language Technologies, pages 3905–3920, 2022.

Akari Asai, Zeqiu Wu, Yizhong Wang, et al. Self-rag: Learning to retrieve, generate, and critique
through self-reflection. In Proceedings of the International Conference on Learning Representa-
tions, 2024.

A Limitations

Our experiments demonstrate the grounded financial analytical capabilities of LLMs under long
context-question-answer settings. While our study is based on earnings call transcripts, which already
present a long-context challenge with an average length of 9373.84 words, real-world financial
analysis often involves even longer documents, such as Form 10-Q and Form 10-K filings, which
typically exceed 25,000 words [Koval et al., 2024a]. As earnings calls generally take place shortly
after the release of these financial reports, future work will explore combining ECTs with the
corresponding 10-Q or 10-K documents to construct more comprehensive contexts and facilitate
more insightful analysis [Rekabsaz et al., 2017]. Also, we acknowledge that the automated dataset
construction cannot fully replace datasets developed through expert panel discussions led by financial
professionals. However, we adopt it as a practical proxy with several advantages: targeting specific
financial figures ensures that the resulting claims and citations remain objective and largely free
from subjective interpretation, while the automated pipeline enables low-cost dataset construction
and rapid evaluation of foundation models’ financial capabilities. Additionally, NEE should be
interpreted as a scalable proxy for numeric evidence alignment rather than a complete measure of
semantic entailment or a replacement for expert assessment. Because numeric matching is based on
normalized numeric type, value, and unit, identical figures may be counted as matches even when
they refer to different entities, financial concepts, or reporting periods, and support for non-numeric
portions of a claim is not directly evaluated. We also do not validate NEE against human or expert
groundedness judgments in this study, and therefore do not claim that its scores are interchangeable
with human assessments. Moreover, all six baseline configurations are implemented using GPT-4.1,
so the reported results characterize different citation-generation strategies under a single underlying
model rather than performance across LLM families. Finally, because ECTs-100 is constructed
automatically, with GPT-4.1 used to generate questions from salient source figures, its reference
answers and citations should be interpreted as automatically constructed references.
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B Ethical considerations

ECTs-100 is constructed entirely from publicly available earnings call transcripts and does not include
any internal or proprietary information. We acknowledge that financial analysis can be inherently
subjective; therefore, questions and answers in ECTs-100 focus on salient and objective financial
figures and are designed to reduce subjective interpretation. This dataset is intended solely for
research purposes, and users are encouraged to ensure that it aligns with their specific requirements.

C Related work

C.1 ECTs analysis

ECTs from publicly listed companies offer rich insights for financial analysis and have catalyzed the
development of natural language processing (NLP) techniques in the finance domain [Choe et al.,
2023, Anderson et al., 2024]. Huang et al. [2021] construct a set of candidate templates and employ
Longformer [Beltagy et al., 2020] to generate summaries of ECTs based on the selected template.
Similarly, Mukherjee et al. [2022] develop dataset of ECTSum, which consists of ECTs paired
with bullet-point-style summaries extracted from Reuters. In contrast, our ECTs-100 offers a more
fine-grained format by designing specific QA pairs, rather than simply presenting a comprehensive
list of points covering various aspects of financial analysis [Goldsack et al., 2025]. Also, each answer
in our dataset comprises both claim and citation. An et al. [2024] identify the unique challenge posed
by the long-context nature of ECTs and develop open-ended QA pairs based on them. Our dataset
differs in two key aspects: we incorporate long-form questions and answers to constitute long triplets,
whereas their work primarily focuses on short and simple queries such as “What is the restructuring
plan?”; ECTs-100 comprehensively covers constituents from diverse industries, compared to their
limited 6 companies. These enhancements underscore the distinctive value of ECTs-100.

In addition to analytical text generation, ECTs have been used in various financial analytical tasks
that output either continuous or categorical values such as stock price [Händschke et al., 2018, Keith
and Stent, 2019, Sang and Bao, 2022, Niu et al., 2023, Koval et al., 2023, Yang et al., 2023, Zhou
and He, 2023, Shah et al., 2024, Lu et al., 2025, Zhang et al., 2025], earnings surprise [Koval et al.,
2024b], business risk type [Leidner and Schilder, 2010], strategy maturity [Pataci et al., 2022],
financial subjectivity [Pardawala et al., 2024, Takayanagi et al., 2025], and argument relation [Otiefy
and Alhamzeh, 2024]. Also, ECTs have also been utilized in tasks unrelated to financial analysis,
including automatic speech recognition [Mathur et al., 2023] and vagueness classification [Theil and
Stuckenschmidt, 2020].

C.2 Grounded analysis

LLMs are known to produce coherent and persuasive outputs that may nonetheless contain factual
inaccuracies [Chen et al., 2025], which can lead to monetary losses in financial analysis [Yuan et al.,
2025]. Consequently, grounded analysis that includes both claims and explicit citations is preferable
to the default paradigm of claim-only generation, particularly in long-context settings [Honovich et al.,
2022]. Early studies on LLMs have recognized the advantages of citation-grounded generation and
trained models to answer questions while providing supporting evidence [Nakano et al., 2021, Gao
et al., 2023a]. As LLMs have evolved, their foundational capabilities have improved to the point that
they can now generate citation-grounded responses without task-specific fine-tuning. Nevertheless,
evaluations of generative search engines in late 2023 revealed that only 51.5% of generated claims
were supported by their accompanying citations, based on human assessment [Liu et al., 2023b].
Over the past two years, citation-grounded generations have continued to advance. For example, Asai
et al. [2024] and Sun et al. [2024] instruct LLMs to reflect on retrieved information and selectively
incorporate relevant evidence to produce grounded responses within a retrieval-augmented generation
(RAG) framework. Sun et al. [2024] combine the Vanilla and PostCite methods by first generating
claims and citations jointly through RAG and then refining the citations based on the initial outputs.
More recent studies further show that LLMs can outperform conventional retrievers and be directly
employed as retrievers to identify relevant evidence [Luo et al., 2024].
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D Evaluation metrics

D.1 Groundedness

We evaluate groundedness at three complementary levels. First, claim–citation groundedness mea-
sures whether each generated claim is supported by the citations provided for that claim. Second,
claim–context groundedness measures whether generated claims are supported by the source context,
independent of the model-provided citations. Third, citation–context groundedness measures whether
the generated citations themselves are faithful to the source context. For claim–citation groundedness,
let F̃citi, ∗ denote the set of all numeric figures appearing in the citation segments associated with
generated claim Ãclmi. This set is obtained by pooling F̃citi, k over k = 1, . . . , K̃i. we measure the
proportion of numeric figures in generated claims that are supported by their associated citations:∑

i=1Ĩ |F̃clmi⪯F̃citi,∗|∑Ĩ
i=1 |F̃clm

i |
. This metric evaluates whether the numeric claims made by the model are

covered by the citations it provides. For claim–context groundedness, we compute the proportion of

numeric figures in generated claims that can be matched to the source context:
∑

i=1Ĩ |F̃clmi⪯Fctx(C)|∑
i=1Ĩ |F̃clmi|

.
For citation–context groundedness, we compute the proportion of numeric figures in generated

citations that can be matched to the source context:
∑Ĩ

i=1

∑K̃i
k=1 |F̃citi,k⪯Fctx(C)|∑Ĩ

i=1

∑K̃i
k=1 |F̃citi,k|

. These exact-match

ratios quantify numeric hallucination in generated claims and citations, respectively [Wu et al., 2025].
Compared with prior work that typically evaluates only one or two of these relationships [Liu et al.,
2023b, Li et al., 2024], our benchmark provides a more fine-grained and hierarchical assessment of
citation-grounded financial analysis.

D.2 Correctness

Groundedness evaluates whether generated content is supported by the source context, but it does
not determine whether the model has selected the information required by the question. Since
our automated pipeline provides ground-truth answers and citations, we evaluate correctness by
comparing model outputs against these references.

We use d to index source documents, where d = 1, . . . , D. For document d, let n = 1, . . . , Nd index
its QA instances. For the n-th QA instance in document d, let Fclm

d,n denote the set of ground-truth
answer figures, and let F̃clm

d,n denote the set of figures extracted from the model answer. Since a
model answer may contain multiple figures, we evaluate claim correctness using precision, recall,
and F1. Instance-level claim precision Prec

(d,n)
clm is the proportion of generated answer figures that

match ground-truth figures:
|F̃clm

d,n⪯Fclm
d,n |

|F̃clm
d,n |

. Instance-level claim recall Rec(d,n)clm is the proportion of

ground-truth figures recovered by the generated answer:
|Fclm

d,n⪯F̃clm
d,n |

|Fclm
d,n | . Instance-level claim F1

(d,n)
clm is

2Prec
(d,n)
clm Rec

(d,n)
clm

Prec
(d,n)
clm +Rec

(d,n)
clm

, with F1 defined as 0 when both precision and recall are 0. The matching relation

⪯ follows the normalized numeric exact match defined earlier, where two numeric items F and F ′

match if κ(F ) = κ(F ′).

Document-level claim correctness Prec(d)clm, Rec(d)clm, and F1
(d)
clm are obtained by averaging over the

QA instances in each document: 1
Nd

∑Nd

n=1 Prec
(d,n)
clm , 1

Nd

∑Nd

n=1 Rec
(d,n)
clm , and 1

Nd

∑Nd

n=1 F1
(d,n)
clm ,

respectively. Finally, we report the mean and standard error (SE) over document-level metrics. For

example, claim precision is reported as 1
D

∑D
d=1 Prec

(d)
clm with SE sd({Prec

(d)
clm}D

d=1)√
D

, and recall and F1
are reported analogously.

For citations, let Acit
d,n denote the set of ground-truth citations for QA instance n in document d,

and let Ãcit
d,n denote the set of generated citations. We do not require textual exact match between

citation strings. Instead, we evaluate whether the generated citations recover the ground-truth citation
evidence through identifier matching, using the citation-index method described in the following

sections. Instance-level citation precision Prec
(d,n)
cit is

|{ Ã∈Ãcit
d,n:∃A∈Acit

d,n s.t. ind(Ã)=ind(A) }|
|Ãcit

d,n|
, and
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instance-level citation recall Rec(d,n)cit is
|{A∈Acit

d,n:∃Ã∈Ãcit
d,n s.t. ind(Ã)=ind(A) }|
|Acit

d,n|
, where ind(·) denotes

citation-identifier extraction. Instance-level citation F1
(d,n)
cit is 2Prec

(d,n)
cit Rec

(d,n)
cit

Prec
(d,n)
cit +Rec

(d,n)
cit

, with F1 defined as 0

when both precision and recall are 0. Document-level citation precision, recall, and F1 are computed
by averaging their instance-level values over n = 1, . . . , Nd, and the final reported citation metrics
are the mean and SE over the D document-level scores.

These metrics evaluate whether the model outputs the required answers and their corresponding
citations, rather than merely producing numerically grounded but irrelevant content to the question.

E Questions

We prepare questions corresponding to the five thematic dimensions described in Section 3.2.1, and
the detailed content for each question is presented in Figures 4 to 8, respectively.

Identify the central themes and key topics that were the focus of the call discussion. This
should include areas such as financial performance, forward guidance, strategic initiatives,
operational highlights, industry trends, competitive forces and responses to external factors.
Forward-looking guidance should include financial projections, revenue growth expectations,
operating expenses, profitability targets, capital allocation, leverage and any strategic ini-
tiatives or market performance projections for the upcoming periods. Pay attention to how
management emphasizes growth opportunities, challenges, overall strategic direction and
consistency of message.

Figure 4: Question on focus of discussion and outlook

Identify the potential risks and challenges mentioned by the company’s management dur-
ing the call. Focus on risks related to operational issues, market volatility, geopolitics,
obsolescence, regulatory changes, competition, disruptions, significant industry trends and
macroeconomic factors that could affect the business’s future performance and strategic
objectives. Significant industry trends should include technological advancements, changes
in consumer behavior, competitive dynamics, and regulatory developments.

Figure 5: Question on risk and threat assessment

Describe the key strategic initiatives and long-term plans discussed by management in the
call. This should include short- and long-term goals related to market expansion, geographic
expansion, organic growth, product development, cost management, partnerships, mergers
and acquisitions and other growth-focused activities that support the company’s overall
strategy.

Figure 6: Question on strategic growth and long-term planning

Analyze how current economic conditions, including inflation, interest rates, consumer
demand, and supply chain issues, are affecting the company and its industry. Summarize
management’s commentary on how these factors are influencing the business environment.

Figure 7: Question on macroeconomic impact
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Outline the company’s cash flow management strategies and priorities discussed during the
earnings call. This should include capital allocation, debt reduction, dividend policies, stock
buybacks, mergers and acquisitions and investments in growth opportunities as described by
management.

Figure 8: Question on financial and capital allocation management
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• The authors should consider possible harms that could arise when the technology is
being used as intended and functioning correctly, harms that could arise when the
technology is being used as intended but gives incorrect results, and harms following
from (intentional or unintentional) misuse of the technology.

• If there are negative societal impacts, the authors could also discuss possible mitigation
strategies (e.g., gated release of models, providing defenses in addition to attacks,
mechanisms for monitoring misuse, mechanisms to monitor how a system learns from
feedback over time, improving the efficiency and accessibility of ML).

11. Safeguards
Question: Does the paper describe safeguards that have been put in place for responsible
release of data or models that have a high risk for misuse (e.g., pre-trained language models,
image generators, or scraped datasets)?
Answer: [N/A]
Justification: We exclusively use publicly available datasets and API-based model access,
without modifying or circumventing the built-in safety mechanisms of the LLMs.
Guidelines:

• The answer [N/A] means that the paper poses no such risks.
• Released models that have a high risk for misuse or dual-use should be released with

necessary safeguards to allow for controlled use of the model, for example by requiring
that users adhere to usage guidelines or restrictions to access the model or implementing
safety filters.

• Datasets that have been scraped from the Internet could pose safety risks. The authors
should describe how they avoided releasing unsafe images.

• We recognize that providing effective safeguards is challenging, and many papers do
not require this, but we encourage authors to take this into account and make a best
faith effort.

12. Licenses for existing assets
Question: Are the creators or original owners of assets (e.g., code, data, models), used in
the paper, properly credited and are the license and terms of use explicitly mentioned and
properly respected?
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Answer: [Yes]

Justification: The source datasets are public information, and the ethical considerations are
provided in Appendix B.

Guidelines:

• The answer [N/A] means that the paper does not use existing assets.
• The authors should cite the original paper that produced the code package or dataset.
• The authors should state which version of the asset is used and, if possible, include a

URL.
• The name of the license (e.g., CC-BY 4.0) should be included for each asset.
• For scraped data from a particular source (e.g., website), the copyright and terms of

service of that source should be provided.
• If assets are released, the license, copyright information, and terms of use in the

package should be provided. For popular datasets, paperswithcode.com/datasets
has curated licenses for some datasets. Their licensing guide can help determine the
license of a dataset.

• For existing datasets that are re-packaged, both the original license and the license of
the derived asset (if it has changed) should be provided.

• If this information is not available online, the authors are encouraged to reach out to
the asset’s creators.

13. New assets
Question: Are new assets introduced in the paper well documented and is the documentation
provided alongside the assets?

Answer: [Yes]

Justification: The paper introduces ECTs-100 as a new benchmark and documents its
construction pipeline, datasets, and tasks.

Guidelines:

• The answer [N/A] means that the paper does not release new assets.
• Researchers should communicate the details of the dataset/code/model as part of their

submissions via structured templates. This includes details about training, license,
limitations, etc.

• The paper should discuss whether and how consent was obtained from people whose
asset is used.

• At submission time, remember to anonymize your assets (if applicable). You can either
create an anonymized URL or include an anonymized zip file.

14. Crowdsourcing and research with human subjects
Question: For crowdsourcing experiments and research with human subjects, does the paper
include the full text of instructions given to participants and screenshots, if applicable, as
well as details about compensation (if any)?

Answer: [N/A]

Justification: The paper does not involve crowdsourcing nor research with human subjects.

Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Including this information in the supplemental material is fine, but if the main contribu-
tion of the paper involves human subjects, then as much detail as possible should be
included in the main paper.

• According to the NeurIPS Code of Ethics, workers involved in data collection, curation,
or other labor should be paid at least the minimum wage in the country of the data
collector.

15. Institutional review board (IRB) approvals or equivalent for research with human
subjects
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Question: Does the paper describe potential risks incurred by study participants, whether
such risks were disclosed to the subjects, and whether Institutional Review Board (IRB)
approvals (or an equivalent approval/review based on the requirements of your country or
institution) were obtained?
Answer: [N/A]
Justification: The paper does not involve crowdsourcing nor research with human subjects.
Guidelines:

• The answer [N/A] means that the paper does not involve crowdsourcing nor research
with human subjects.

• Depending on the country in which research is conducted, IRB approval (or equivalent)
may be required for any human subjects research. If you obtained IRB approval, you
should clearly state this in the paper.

• We recognize that the procedures for this may vary significantly between institutions
and locations, and we expect authors to adhere to the NeurIPS Code of Ethics and the
guidelines for their institution.

• For initial submissions, do not include any information that would break anonymity (if
applicable), such as the institution conducting the review.

16. Declaration of LLM usage
Question: Does the paper describe the usage of LLMs if it is an important, original, or
non-standard component of the core methods in this research? Note that if the LLM is used
only for writing, editing, or formatting purposes and does not impact the core methodology,
scientific rigor, or originality of the research, declaration is not required.
Answer: [N/A]
Justification: LLMs are used only for editing grammar.
Guidelines:

• The answer [N/A] means that the core method development in this research does not
involve LLMs as any important, original, or non-standard components.

• Please refer to our LLM policy in the NeurIPS handbook for what should or should not
be described.
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